
Lecture II : Introduction to Octave

From the official Web page of Octave (www.octave.org):
“Octave was originally conceived (in about 1988) to be companion software for an undergraduate-level textbook on

chemical reactor design [...] There were still some people who said that we should just be using Fortran instead,
because it is the computer language of engineering, but every time we had tried that, the students spent far too much
time trying to figure out why their Fortran code failed and not enough time learning about chemical engineering. We
believed that with an interactive environment like Octave, most students would be able to pick up the basics quickly,
and begin using it confidently in just a few hours.”

I. INTRODUCTION

Octave is a simple language developed as a quick tool to perform numerical tasks. It is to a large extent compatible
with another (proprietary) numerical software called Matlab, which is very popular among engineers. If you go to the
Octave web site and read the changes in the most recent versions, you will see that Octave developers put a lot of
time and effort into making it more and more compatible with Matlab.

Among the many tasks that Octave can perform, the following are the most commonly used in the scientific
community :

• simple algebra

• trigonometry

• control structures

• linear algebra

• differential equations

• numerical integration

In addition there are several more specialized functions related to statistics, special functions, optimization problems,
finance, image processing and many others areas of science.

In this class, we are mostly going to be concerned with a subset of the vast variety of subject covered by Octave
including algebra, trigonometry and linear algebra. However, you can find an extensive manual for Octave at
http://www.gnu.org/software/octave/doc/interpreter/.

II. BASIC OPERATIONS IN OCTAVE

To launch Octave just go to your terminal and type octave. You will see a new prompt appear, which allows you
to type commands for Octave to execute.

hande@p439a:~$ octave
octave:1>

A. Simple algebra

The most basic usage of Octave is as a calculator. It does all the most basic algebraic operations following the
rules of precedence familiar from mathematics.

octave:1> (3 + 8) * 4
ans = 44
octave:2> 3 + 8 * 4
ans = 35
octave:3> 3 + 8 * 4/6
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ans = 8.3333
octave:4> (3 + 8 * 4)/6
ans = 5.8333
octave:5> a=(3 + 8 * 4)/6
a = 5.8333
octave:6> b=3 + 8 * 4
b = 35
octave:7> c=a-b
c = -29.167

As you can see in the above, you can simply perform the operations with numbers and display the results on the
screen as well as assigning them to variables and reusing the variables in further operations. Remember from the
previous lecture that a variable is a symbol given to a location on the disk of the computer, whose value might change
during the course of the program.

B. Variable types in Octave

Octave is able to handle many different kinds of variables and perform operations on them.

• Numbers : integers, real numbers and complex numbers
You have already seen examples with real numbers and integers. The imaginary number i from complex analysis
is represented by the variables i, j, I and J in Octave.

octave:1> i
i = 0 + 1i
octave:2> j
j = 0 + 1i
octave:3> I
I = 0 + 1i
octave:4> J
J = 0 + 1i
octave:5> a = 3 + 4*i
a = 3 + 4i
octave:6> b = 6.4 + 3.2*J
b = 6.4000 + 3.2000i
octave:7> a*b
ans = 6.4000 + 35.2000i
octave:8> a/b
ans = 0.62500 + 0.31250i

Once you have defined the complex number you want to work with, you can perform algebraic operations on
that variables just like regular numbers.

• Strings : This is not a variable type that is used very often in Octave but it does come in handy sometimes
when you become more advanced. Strings always have to be declared with double quotes around them.

octave:1> a="Mon"
a = Mon
octave:2> b="day"
b = day
octave:3> c=strcat(a,b)
c = Monday
octave:4> d=a
d = Mon

Here, the variable a gets assigned to the string Mon and the variable b gets assigned to day. Then using the
string-specific function strcmp, we patch together these two variables to make up the string Monday. This is
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also the first time you have encountered the concept of a function in Octave. Functions in computer languages
are very similar to functions in mathematics. They take in one or more variables and they output the result of
an operation or a set of perations performed on these variables. We are going to talk more about functions in
the upcoming sections of these notes. On the final line of the example above, we see that we can also equate
variables holding strings.

octave:1> a="a"
a = a
octave:2> b="b"
b = b
octave:3> a+b
ans = 195
octave:4> c=strcat("a","b")
c = ab
octave:5> a+c
ans =

194 195

In this example, we see an interesting mixture of variable names and strings that have the same representations.
The variable name and the string that we assign to the variable may be the same. After assigning to the variables
a and b their corresponding strings, we add the strings by placing a + sign inbetween. The reason why you see
numbers as a result of this operation is that each character that you see on your keyboard corresponds to a
number between 0 and 255. The encoding that maps characters to their corresponding numbers is called ASCII
(American Standard Code for Information Interchange). In ASCII, the letter “a”, for example corresponds to
the number 97 and the letter “b” to 98. A string such as “ab” corresponds then to an array of such numbers,
one for each character. The operation on the last line of the above example may then be interpreted as an
addition between a and a and then a and c, which respectively yield the results 194 and 195.

• Arrays : Arrays(or vectors) are a list of numbers or strings. In Octave, an array may contain one type of
variable only. This is not true for all languages.

octave:1> a=[1 2 3 4 5]
a =

1 2 3 4 5

octave:2> b=a’
b =

1
2
3
4
5

octave:3> a+b
error: operator +: nonconformant arguments (op1 is 1x5, op2 is 5x1)
error: evaluating binary operator ‘+’ near line 3, column 2
octave:3> a+b’
ans =

2 4 6 8 10

• Matrices : Matrices have the same meaning in Octave as in mathematics. Octave is a very powerful tool for
linear algebra so matrices and vectors are employed in Octave programming very often.
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octave:1> M=eye(3)
M =

1 0 0
0 1 0
0 0 1

octave:2> M=ones(3)
M =

1 1 1
1 1 1
1 1 1

octave:3> M=zeros(3)
M =

0 0 0
0 0 0
0 0 0

octave:4> M=[1 2 3;
> 4 5 6;
> 7 8 9]
M =

1 2 3
4 5 6
7 8 9

octave:5> v=[1;2;3]
v =

1
2
3

octave:6> M*v
ans =

14
32
50

octave:7> v*M
error: operator *: nonconformant arguments (op1 is 3x1, op2 is 3x3)
error: evaluating binary operator ‘*’ near line 7, column 2
octave:8> v’*M
ans =

30 36 42

octave:9> M=rand(3)
M =

0.687971 0.207907 0.359514
0.810225 0.967850 0.541394
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0.716802 0.802503 0.063585

octave:10> M=3*M
M =

2.06391 0.62372 1.07854
2.43067 2.90355 1.62418
2.15040 2.40751 0.19075

octave:11> M=[1 2 3;1 2 3;1 2 3]
M =

1 2 3
1 2 3
1 2 3

octave:12> M.^2
ans =

1 4 9
1 4 9
1 4 9

octave:13> N=[2 3 4;4 5 6;6 7 8];
octave:14> M.*N
ans =

2 6 12
4 10 18
6 14 24

You might have noticed in the above example that there are several specialized functions and operations related
to matrices.

– eye(n) makes an n × n identity matrix.

– ones(n) and zeros(n) make n × n matrices whose elements are all ones or zeros respectively.

– diag([<vector>],n) makes a matrix whose nth diagonal is <vector>. The size of the matrix is adjusted
according to the length of <vector>. A negative n designates a diagonal below the main diagonal.

– rand(n) makes an n × n matrix of uniformly distributed random numbers.

– In addition to these speacialized function, you can also type the contents of a matrix line-by-line as seen
on the fourth line in the above example. This again has the same disadvantage as creating files with cat,
namely you cannot go back using Backspace.

– Addition, subtraction and multiplication are performed with using the usual symbols. This is a nice feature
of Octave because in most other programming languages performing the same operation for different data
types would require different symbols or functions.

– Multiplication of matrices with vectors or other matrices are only possible if the dimensions are correct.
For instance, you can multiply a 3 × 4 matrix by a 4 × 2 matrix, but not not by a 2 × 4 matrix.

– The symbol ’ stands for the transpose of a matrix.

– Matrices may also be multiplied by real or complex numbers as seen on the 10th line.

– On the twelfth and fourteenth lines, we see an interesting operation done on matrices, which is the element-
by-element multiplication. The . after the matrices causes the matrix to be raised to the power two or
muliplies by another matrix element-by-element. Note that this is NOT the same operation as matrix
multiplication.
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C. Indexing in matrices and arrays

Often we would like to access a single element, a row, a column or even a submatrix of a matrix. Octave has a
very flexible indexing convention that make this possible.

octave:1> a=eye(3)
a =

1 0 0
0 1 0
0 0 1

octave:2> a(2,3)
ans = 0
octave:3> a(3,3)
ans = 1
octave:4> a(:,2)
ans =

0
1
0

octave:5> a(1,:)
ans =

1 0 0

octave:6> a(2:3,1:3)
ans =

0 1 0
0 0 1

octave:7> a(:,2)=[1 2 3]
error: A(I, J) = X: X must be a scalar or the number of elements in I must
error: match the number of rows in X and the number of elements in J must
error: match the number of columns in X
error: assignment failed, or no method for ‘matrix = matrix’
error: evaluating assignment expression near line 7, column 7
octave:7> a(:,2)=[1 2 3]’
a =

1 1 0
0 2 0
0 3 1

In the above example, we see several ways accessing some elements of a matrix, a.

– For accessing a single element, we type the name of the matrix and two indices in ordinary parentheses, as
in lines two and three. The first index refers to the row index of the element and the second index refers to
the column index. In that case, a(2,3) calls the element on the second row and third column of a, which
is 0. Likewise, the element on the third row and third column is 1.

– In octave it is also possible to call an entire row or column. On line four, instead of the row index, we
have substituted the colon, :, which is a short way of telling Octave to display all the rows of the column
designated by the second index. In other words, this notation as sed on the fourth row instructs Octave
to display all of the second column.
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– Similarly a(1,:) on the fifth line instructs Octave to display all the elements of the 1st row.

– Using a slightly different notation, we may also display a submatrix of the matrix a. This notation is
used on line six, the row and column indices are designated by intervals. In this particular example, the
row index 2:3 displays all the rows between 2 and 3, and the column index 1:3 displays all the columns
between 1 and 3. The result is a 2 × 3 submatrix of the matrix a.

– In Octave, it is also possible to change the contents of a matrix using the notation described above. On
line seven, we see an attempt to replace the second column of the matrix a with a vector. Because the
dimension of the vector is incorrect, Octave gives an error. Taking the transpose of the left-hand side of
assignment operation allows the desired column to be replaced by the given vector.

Sometimes after creating a matrix we need to expand it to a larger matrix by adding lines and columns to it.
This can be done in a very straightforward way. Here are some examples.

octave:1> a=rand(3,1)
a =

0.16028
0.80442
0.79403

octave:2> b=rand(3,1)
b =

0.722985
0.098011
0.415948

octave:3> c=[a b]
c =

0.160277 0.722985
0.804421 0.098011
0.794033 0.415948

octave:4> c=[c;rand(3,2)]
c =

0.160277 0.722985
0.804421 0.098011
0.794033 0.415948
0.778254 0.299214
0.846324 0.391506
0.804919 0.092592

octave:5> c=[c(:,1) rand(size(c)) c(:,2)]
c =

0.160277 0.124948 0.880429 0.722985
0.804421 0.940211 0.250404 0.098011
0.794033 0.111407 0.350041 0.415948
0.778254 0.993112 0.093079 0.299214
0.846324 0.372851 0.514514 0.391506
0.804919 0.249304 0.145420 0.092592

• After the creation of the 3× 1 arrays a and b, we stick them side-by-side on the third line to form a third 3× 2
array c. In order to do this, we simply write the names of the two arrays in square brackets with no punctuation
marks inbetween.
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• Next, instead of putting two arrays side-by-side, we put them end-for-end. This is done on the fourth line, very
much like the previous exercise but this time with a semicolon in the middle. Notice also that this time, we
don’t create the second random array explicitly but as we expand the matrix. Notice also the reassignment of
the array c to a matrix created from itself.

• Finally, we insert between the first and second column of c a matrix that has the same size as c. size is a
special function that displays the number of rows and columns of a matrix as an array. rand can then take this
array as input.

octave:1> a=[1 2 3; 4 5 6; 6 7 8; 9 10 11]
a =

1 2 3
4 5 6
6 7 8
9 10 11

octave:2> s=size(a)
s =

4 3

octave:3> b=rand(s)
b =

0.722364 0.909136 0.630090
0.676830 0.267017 0.065113
0.353159 0.825540 0.438571
0.135161 0.026703 0.463656

octave:4> size(b)
ans =

4 3

III. FUNCTIONS IN OCTAVE

A. Built-in functions

Except for binary or unary operators with special symbols (e.g. +,-,*,/,^), most operations in Octave are
performed through functions. As mentioned previously, the basic idea behind the concept of a function in
Octave is very similar to that in mathematics, although several differences in execution of the idea exist. Just
like in mathematics, a function in Octave takes as input one or more variables. Unlike mathematics, however,
these variables do not all have to be of the same type. Functions then perform a list of operations on these
input variables and return one or more results, again of mixed types.

Octave has a massive collection of built-in functions. Because it is an open-source program, everyone can
contribute to its development. In addition to the core of Octave, which already has a substantial collection
of functions, the octave-forge extension enables the use of a second gigantic library. octave-forge can be
installed in Ubuntu in the usual way using apt-get.

hande@p439a:~$ sudo apt-get install octave-forge

See also http://www.octave.sourceforge.net for more information.

The built-in functions in Octave mostly follow the following syntax :
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[output1, output2, output3,...] = name_of_function(input1, input2, input3,...)

As mentioned previously, a function can have an arbitrary number of input and output variables of arbitrary
types.

octave:1> a=pi/3;
octave:2> sin(a)
ans = 0.86603

In this example, we see one of the simplest functions with a single input and a single output, the trigonometric
sin function. (Note, at the same time, the use of the built-in constant pi[1]).

Let’s now see a function with multiple inputs and outputs.

octave:1> a=rand(5,1)
a =

0.46179
0.66944
0.32697
0.46256
0.13318

octave:2> m=max(a)
m = 0.66944
octave:3> [m,ind]=max(a)
m = 0.66944
ind = 2

On the first line, we create an array of 5 random numbers. The first and second arguments of the function rand
designates the number of rows and columns of the matrix/array, much like in many other functions creating
matrices/arrays. On the second line, we call the function max, which takes the entire array, a, as input. When
assigned to the single output variable, m, it returns the value of the maximum element of the array. When
assigned, on the third line, to two variables inside square brackets, it returns not only the value of the maximum
element but also the index of the maximum value. Obviously, you must assign the output variables in the
correct order.

Most of the time, functions in Octave have a number of optional arguments, which extends the use of a func-
tion. Omitting these optional arguments or including them in the argument list causes the function to behave
differently.

octave:1> a=rand(5,1)
a =

0.670587
0.855858
0.984794
0.568653
0.090375

octave:2> m=mean(a)
m = 0.63405
octave:3> a=[a rand(5,1)]
a =

0.670587 0.218219
0.855858 0.490396
0.984794 0.279998
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0.568653 0.195051
0.090375 0.861055

octave:4> m=mean(a)
m =

0.63405 0.40894

octave:5> m=mean(a,2)
m =

0.44440
0.67313
0.63240
0.38185
0.47572

octave:6> m=mean(a,2,"a")
m =

0.44440
0.67313
0.63240
0.38185
0.47572

octave:7> m=mean(a,2,"g")
m =

0.38254
0.64785
0.52511
0.33304
0.27896

octave:8> m=mean(a,"g")
m =

0.49274 0.34702

• On the first line, we again create a vector of random numbers.

• The default usage of the function mean, displayed on the second line, is taking in as argument an array and
finding the arithmetic mean (average) of the elements of that array.

• On the third line, we double the number of columns of a by appending to it a second column of random numbers.
Notice the syntax.

• If we now call mean with a as the single argument (fourth line), it evaluates the arithmetic mean of each column.
The output m is of course no longer a single number but an array.

• What if we want to know the mean of not the columns but the rows? If we supply a second argument, 2, to the
function mean, in addition to a, it calculates the mean in the along the second dimension, namely the rows.

• You can actually control the type of mean that Octave calculates by using a third argument. This argument is
actually a string and can take one of three values.

‘‘a’’ : arithmetic mean (default)

m =
a1 + a2 + a3 + · · · + an

n
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‘‘g’’ : geometric mean

m = n

√
a1 · a2 · a3 · · · an

‘‘h’’ : harmonic mean

m =
n

1

a1

+ 1

a2

+ 1

a3

· · · 1

an

On lines six and seven, you see how this third argument is used.

• In the case of mean, Octave is smart enough to fall back to the default operation not only when the last argument
is omitted but also the second argument.

B. User-defined functions

The idea behind user-defined functions is the same as shell scripts. Just like in shell, it’s possible to do everything
in Octave using the command line. However, if you find yourself typing the same commands over and over again, it
might be a good idea to write the equivalent of a shell script in Octave, which is a user-defined function. There are
a few simple rules that you have to follow while writing functions.

1. The file containing the function must have the extension .m, e.g. my function.m.

2. The function name and the file name must be the same, except of course the function name does not have the
extension .m.

3. The syntax of the function in the file should be the following.

function [output1, output2, ...]=function_name(input1, input2, ...)
body of the function

endfunction

4. Except the input and output variables, the scope of any variable used within the body of the function is limited
to the function and cannot be seen from outside[2].

5. All functions should be well-commented. This is not an official rule but should be obeyed by any good program-
mer. Comments in Octave are written using the # symbol.

6. In order to supress output from within the function, use semicolons (;) at the ends of Octave statements.

Here is a very simple function written using emacs.

Notice that if configured correctly, emacs recognizes the special keywords from the extension of the file and colors
those words. This is a very handy feature.

To run this function in Octave, simply call it with an input and output variable.
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octave:1> a=times_three(3)
a = 9
octave:2> a=times_three([1 2 3;4 5 6])
a =

3 6 9
12 15 18

octave:3> a=times_three(times_three(4))
a = 36
octave:4> help times_three
times_three is the user-defined function from the file
/home/hande/teaching/phys343/lectures/lecture-02/times_three.m

A meaningless function that takes a number as input, multiplies it by
three
Usage result=times_three(input)

As you can see in the above example, your function may take in as input matrices as well as numbers and it can also
be nested. Finally if you forget how to use your function, you can display your comments on the screen by using the
help command. help works for all built-in and user-defined functions.

[1] Trigonometic functions have angular arguments in terms of radians and not degrees
[2] An exception to this are the variables declared global, which can be seen everywhere in the current session of Octave


